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1 Introduction

In the previous chapter we developed the panel data toolkit around a plain vanilla

DID setting: some policy is implemented at time t0 in one set of units, the treated

group, but not in the other set, the untreated group. Two groups, one switch date, one

comparison. The world is rarely this tidy. Minimum wages rise in different states in

different years. Broadband arrives in different counties in different months. A health

insurance reform rolls out province by province. When a policy can be rolled out in

different places at different times, we are in the world of staggered DID, and the natural

reflex of every applied economist is to run the same two way fixed effect regression as

before and read the policy effect off the treatment coefficient.

This chapter is about why that reflex can fail, and what to do about it. The recent

econometrics literature has shown that when treatment effects are heterogeneous across

groups or over time, the TWFE estimator is a weighted average of group and period

level treatment effects in which some weights can be negative. A negative weight is

not a technical curiosity: it means the regression can return a negative coefficient even

when the policy helped every group in every period. The first half of the chapter follows

De Chaisemartin and D’Haultfœuille (2020) and develops this result step by step: the

exact weight formula, a two group example in which the weights can be computed

by hand, the notion of a forbidden comparison that explains where negative weights

come from, a diagnostic for how vulnerable your estimate is, and a corrected estimator,

DIDM , that never compares a switching group to an already treated one.

The second half of the chapter turns to a different generalization of DID: what if

the treatment is not a binary switch but a continuous dose? The effect of the US

China trade war tariffs on Chinese employment is a leading example: regions were not

simply treated or untreated, they were exposed to different tariff increases. Following

Callaway et al. (2021), we will see that continuous treatments force us to distinguish

two kinds of causal effects, level effects and slope effects, and that the familiar parallel

trend assumption identifies only the former. Identifying the latter requires a genuinely

stronger assumption, strong parallel trends, and even then the TWFE regression in a

staggered setting commits the same forbidden comparisons as in the binary case.

The message of the chapter is not that DID is broken. It is that the TWFE regression

need to be used with caution. Linear regression is a parametric tool, and when treat-

ment effects are heterogeneous, dynamic, or continuous, the regression may aggregate
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the underlying effects in ways no researcher would choose deliberately. For students

who want a broader map of this fast moving literature, Roth et al. (2023) provide an

excellent synthesis.

2 Staggered DID and the TWFE Regression

Assume the policy is implemented at the level of a group g (a state, a city, a cohort),

rolling out in different periods for different groups. For individual i in group g at time

t, we run the same TWFE regression as in the previous chapter:

Yigt = γg + λt + βDgt + ϵigt, (1)

where Dgt = 1 if group g is treated at time t.

What does β estimate? In the homogeneous treatment effect case, where the policy

moves every treated cell by the same amount, β is that treatment effect, and nothing in

this chapter changes the conclusion of the previous one. In the heterogeneous treatment

effect case, β is a weighted sum of the average treatment effects in each group and

period. That sounds harmless: a weighted average of effects is still some kind of

summary of the effects. But is this in general a good estimator? The answer is no,

and the reason is that the weights are not what you think they are.

3 Negative Weights in the TWFE Estimator

The key reference for this section is De Chaisemartin and D’Haultfœuille (2020), abbre-

viated as CD (2020) below. Their main message: when treatment effects are heteroge-

neous, the TWFE estimator identifies a weighted average of cell level treatment effects,

but some of the weights can be negative. As a consequence, the weighted average may

be negative even if every single cell level effect is positive. This section unpacks why,

and the derivation deserves careful attention. I strongly encourage all readers to read

the original paper.

3.1 Setting and Assumptions

The data have three levels: individual i, group g, and period t. Let Ng,t be the number

of observations in cell (g, t) and N the total number of observations. Treatment Di,g,t
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is binary, with potential outcomes Yi,g,t(0) and Yi,g,t(1). Averaging within a (g, t) cell

gives the cell level variables

Dg,t =
1

Ng,t

∑
i∈(g,t)

Di,g,t, Yg,t(0) =
1

Ng,t

∑
i∈(g,t)

Yi,g,t(0),

Yg,t(1) =
1

Ng,t

∑
i∈(g,t)

Yi,g,t(1), Yg,t =
1

Ng,t

∑
i∈(g,t)

Yi,g,t.

Five assumptions set up the result.

Assumption 3.1 (Full Support, Assumption 1 in CD 2020). For all (g, t), Ng,t > 0:

every group is observed in every period.

Assumption 3.2 (Sharp Design, Assumption 2 in CD 2020). For all (g, t) and all i in

cell (g, t), Di,g,t = Dg,t: treatment is identical for everyone in the same group and time

cell.

Assumption 3.3 (Independent Groups, Assumption 3 in CD 2020). The vectors

(Yg,t(0), Yg,t(1), Dg,t)1≤t≤T are mutually independent across groups.

Assumption 3.3 rules out correlation across groups but allows arbitrary correlation

within a group across time. It is a weaker version of the usual i.i.d. sampling assumption,

adapted to grouped panel data.

Assumption 3.4 (Strong Exogeneity, Assumption 4 in CD 2020). For all (g, t),

E
(
Yg,t(0)− Yg,t−1(0) | Dg,1, . . . , Dg,T

)
= E

(
Yg,t(0)− Yg,t−1(0)

)
.

Strong exogeneity says that the whole treatment path of a group carries no information

about the evolution of its untreated outcome. Treatment cannot be assigned to a group

because that group just experienced a negative or positive shock. This is the panel

analogue of ruling out an Ashenfelter dip: both the assignment of groups to treatment

and the timing of that treatment must be exogenous.

One more piece of generality before the last assumption. In a staggered adoption design,

once a group is treated it stays treated. De Chaisemartin and D’Haultfœuille (2020)

allow a more general case in which exit is also possible: some group can cancel the

policy after some periods, so that Dg,t = 1 and Dg,t+1 = 0. Everything below covers

both cases.

Assumption 3.5 (Common Trends, Assumption 5 in CD 2020). For t ≥ 2, E
(
Yg,t(0)−

5



Yg,t−1(0)
)
does not vary across g.

This is the familiar parallel trend assumption from the previous chapter, written at the

group level: potential outcomes without treatment evolve identically across groups. It

is important to distinguish between Assumptions 3.4 and 3.5. Assumption 3.4 claims

the exogeneity/randomness of the treatment across both time and group; Assumption

3.5 states the indifference in untreated outcome growth across group.

3.2 What Does the TWFE Coefficient Estimate?

The natural target parameter is the ATT, the average treatment effect across all treated

observations. Define the cell level average treatment effect

∆g,t =
1

Ng,t

∑
i∈(g,t)

[
Yi,g,t(1)− Yi,g,t(0)

]
,

and let N1 be the total number of treated observations. Then the ATT is an expected

weighted average of the treated cells’ effects,

δTR = E
[
Yi,g,t(1)− Yi,g,t(0) | Dg,t = 1

]
= E

[ ∑
(g,t):Dg,t=1

Ng,t

N1

∆g,t

]
, (2)

where every treated cell receives a weight proportional to its size. All weights in (2)

are positive. This is the benchmark against which the regression will be judged.

Now let β̂fe be the OLS estimator of β in regression (1) and βfe = E(β̂fe). The

characterization of βfe runs through an auxiliary regression: regress the treatment

indicator itself on group and period fixed effects,

Dg,t = α+ γg + λt + εg,t, (3)

and let εg,t denote the residual of this regression. (Do not confuse εg,t, the residual

of the treatment regression at the cell level, with ϵigt, the error term of the outcome

regression; the notation follows De Chaisemartin and D’Haultfœuille, 2020.)

Theorem 3.1 (Theorem 1 in De Chaisemartin and D’Haultfœuille, 2020). Under As-
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sumptions 3.1 to 3.5,

βfe = E
[ ∑
(g,t):Dg,t=1

Ng,t

N1

wg,t∆g,t

]
, wg,t =

εg,t∑
(g,t):Dg,t=1

Ng,t

N1

εg,t

.

The TWFE estimator is a weighted average of cell level average treatment effects, with

weights wg,t that sum to one but need not be positive.

Compare Theorem 3.1 with the ATT in (2). Both are weighted averages of the same

objects ∆g,t. The ATT weights every treated cell by its share of treated observations.

The regression weights every treated cell by its share times wg,t, and wg,t is driven by

the residual εg,t: how much the cell’s treatment status deviates from what its group

average and period average would predict.

How should we interpret this weight? The regression assigns more weight to treated

cells (g, t) that deviate from the average treatment level of all cells in group g and of

all cells at time t. If everyone else in your group, or everyone else in your period, is

not treated, but you are treated, then you are assigned a large weight: you are the

surprising cell, and OLS loves surprising variation. That may seem acceptable so far.

The big issue is that εg,t, being a regression residual, can be negative for a treated cell,

and then the cell’s treatment effect enters βfe with a negative weight.

3.3 A Two Group, Three Period Example

To see negative weights appear in the smallest possible setting, assume Ng,t/Ng,t−1 does

not vary across g (a balanced panel), and consider two groups of equal size observed

for three periods. Group 1 gets treated at period 3; group 2 gets treated at periods 2

and 3. Figure 1 shows the rollout.

t = 1 t = 2 t = 3

Group 1

Group 2

0 0 1

0 1 1

treated (Dg,t = 1)

untreated (Dg,t = 0)

Figure 1: Treatment rollout in the two group, three period example. Group 2 adopts the
policy at period 2, group 1 at period 3. There are three treated cells: (1, 3), (2, 2), and (2, 3).

With equal cell sizes, the residual of the treatment regression (3) has a closed form.
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Let

Dg,. =
∑
t

Ng,t

Ng

Dg,t, D.,t =
∑
g

Ng,t

Nt

Dg,t, D.,. =
∑
(g,t)

Ng,t

N
Dg,t

be the group average, period average, and grand average of treatment. Then, one can

show that

εg,t = Dg,t −Dg,. −D.,t +D.,.. (4)

Equation (4) comes from the fact that in OLS regression, group dummies lead to group

means as linear predictions. In the example, group 1 is treated in one of three periods

(D1,. = 1/3), group 2 in two of three (D2,. = 2/3), period 2 has one of two groups

treated (D.,2 = 1/2), period 3 has both (D.,3 = 1), and half of all cells are treated

(D.,. = 1/2). Plugging into (4) for the three treated cells:

ε1,3 = 1− 1

3
− 1 +

1

2
=

1

6
,

ε2,2 = 1− 2

3
− 1

2
+

1

2
=

1

3
,

ε2,3 = 1− 2

3
− 1 +

1

2
= −1

6
.

The residual for cell (2, 3) is negative. Applying Theorem 3.1 (each treated cell has

Ng,t/N1 = 1/3, and the denominator of the weights is 1
3
(1
6
+ 1

3
− 1

6
) = 1

9
), the TWFE

estimand in this special case is

βfe =
1

2
E[∆1,3] + E[∆2,2]−

1

2
E[∆2,3]. (5)

We assign a negative weight to ∆2,3, the treatment effect of the early adopting group

in the late period. Negative weights can make results weird. Suppose all three effects

are positive: E[∆1,3] = E[∆2,2] = 1 and E[∆2,3] = 4. Then

βfe =
1

2
× 1 + 1− 1

2
× 4 = −1

2
.

The policy helps every group in every period, and the regression reports a negative

effect. The problem is in what the coefficient is, not in how precisely it is estimated.
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3.4 Forbidden Comparisons

Where does the negative weight come from? Let us look at the same example through

the lens of DID comparisons. In this design there are two switches: group 2 switches on

at period 2, and group 1 switches on at period 3. Each switch invites a DID comparison

of the switcher against the other group:

DID1 = E(Y2,2)− E(Y2,1)−
[
E(Y1,2)− E(Y1,1)

]
, (6)

DID2 = E(Y1,3)− E(Y1,2)−
[
E(Y2,3)− E(Y2,2)

]
. (7)

DID1 compares group 2’s change from period 1 to 2 against group 1’s change over the

same window, when group 1 is still untreated. DID2 compares group 1’s change from

period 2 to 3 against group 2’s change over the same window, when group 2 is already

treated in both periods. It can be proved that the TWFE estimand is the simple average

of these two comparisons:

βfe =
1

2

(
DID1 +DID2

)
.

The first comparison is the familiar, clean one. The second is not, and this is the heart

of the chapter. One might hope that DID2 = E[∆1,3]: the switcher’s treatment effect,

with group 2’s change differencing out the common trend. Let us check, writing each

observed outcome in potential outcome notation (Y1,3 = Y1,3(1), Y1,2 = Y1,2(0), while

Y2,3 = Y2,3(1) and Y2,2 = Y2,2(1) since group 2 is treated in both periods):

DID2 = E
(
Y1,3(1)

)
− E

(
Y1,2(0)

)
−

[
E
(
Y2,3(1)

)
− E

(
Y2,2(1)

)]
= E

(
Y1,3(1)

)
− E

(
Y1,3(0)

)︸ ︷︷ ︸
E[∆1,3]

+E
(
Y1,3(0)

)
− E

(
Y1,2(0)

)
−

[
E
(
Y2,3(1)

)
− E

(
Y2,2(1)

)]
= E[∆1,3] + E

(
Y1,3(0)

)
− E

(
Y1,2(0)

)
−
[
E
(
Y2,3(0)

)
− E

(
Y2,2(0)

)]︸ ︷︷ ︸
=0 by common trends

−
[
E
(
Y2,3(1)

)
− E

(
Y2,3(0)

)]
+
[
E
(
Y2,2(1)

)
− E

(
Y2,2(0)

)]
= E[∆1,3]−

(
E[∆2,3]− E[∆2,2]

)
. (8)

The common trend assumption cancels the untreated outcome changes, as always. But

group 2’s observed change is a change in Y (1), not in Y (0), which means we cannot

cancel out E
(
Y1,3(0)

)
−E

(
Y1,2(0)

)
and E

(
Y2,3(1)

)
−E

(
Y2,2(1)

)
. Converting it into an

9



untreated change leaves behind the difference of group 2’s treatment effects across the

two periods. The result is:

DID2 = E[∆1,3]−
(
E[∆2,3]− E[∆2,2]

)︸ ︷︷ ︸
bias term

.

What does this equation mean? This DID comparison is the ATT of group 1 in period

3, minus a bias term: the change in group 2’s treatment effect between periods 2 and

3. You are using treated cells as the control group. For this already treated group,

although there is no change in treatment status from period 2 to 3, the change in its

outcome is a change in Y (1), and that is not comparable to a change in Y (0): changes

in Y (1) additionally contain changes in the treatment effect across time. If group 2’s

effect is growing, the growth is subtracted from group 1’s estimated effect, and E[∆2,3]

enters βfe with a negative sign. That is exactly the −1
2
E[∆2,3] in (5). Figure 2 contrasts

the two comparisons.

(a) DID1: a clean comparison

t = 1 t = 2

G1

G2

0 0

0 1

switcher

control: Y (0) change

(b) DID2: a forbidden comparison

t = 2 t = 3

G1

G2

0 1

1 1

switcher

“control”: Y (1) change

contains TE dynamics!

Figure 2: The two DID comparisons hidden inside the TWFE estimator. In panel (a), the
control group is untreated in both periods, so its change identifies the common trend in Y (0).
In panel (b), the “control” group is treated in both periods; its observed change mixes the
common trend with the change in its own treatment effect, which then enters the estimate
with a negative sign.

Forbidden Comparisons

Do not use continuously treated groups as control groups. An already treated

group’s outcome change is a change in Y (1): it contains the evolution of that

group’s treatment effect on top of the common trend. A DID comparison against

such a group subtracts another cell’s treatment effect dynamics from the switcher’s

10



effect. This is called a forbidden comparison, and it is the mechanism that produces

negative weights in TWFE.

In general, which kinds of cells are more likely to receive negative weights? Go back to

the residual formula (4): εg,t turns negative for a treated cell when the group average

Dg,. and the period average D.,t are large. A treated cell is therefore more likely to

have a negative weight if

1. it sits at a period when many groups are treated, and

2. it sits in a group that is treated for many periods.

This is the exact opposite of who gets a large positive weight: if everyone else in your

group and everyone else in your year is treated, you are assigned a negative weight, just

like group 2 in period 3 of the example. The intuition is that these cells are the ones

most often used as “controls” in the regression’s implicit comparisons: many chances

for forbidden comparisons. In a staggered adoption design, the dangerous cells are

the early adopting groups in late periods, which is unfortunate, because in applications

those are often exactly the cells where the policy has had time to develop its full effect.

3.5 What Should We Do

So, what should we do to deal with this negative weight issue? The first step is

diagnostic: check how sensitive your result is to treatment effect heterogeneity. The

second step is to develop a new estimator free from forbidden comparisons.

3.5.1 Step 1: Check How Sensitive Your Estimate Is

Sensitivity Diagnostic for TWFE

1. Compute the weights wg,t from Theorem 3.1 and see whether some of them

are negative.

2. Divide |β̂fe| by the standard deviation of the weights. This ratio is the min-

imal value of the standard deviation of the cell level ATEs across (g, t) cells

under which the true ATT could have the opposite sign from your estimate.

3. If there are many negative weights, or if |β̂fe|/sd(w) is small, do not use

TWFE: the estimator is too vulnerable to treatment effect heterogeneity in

your design.

11



In practice, the Stata package twowayfeweights computes the weights and the

threshold for you.

The logic of the ratio in step 2 is worth spelling out. If the cell level effects were

homogeneous, the weights would not matter: any weights summing to one deliver

the common effect. Heterogeneity is what lets negative weights do damage, and the

more the effects vary across cells, the less negativity is needed to flip the sign of

the weighted average. The ratio answers: how much heterogeneity, measured by the

standard deviation of the cell effects, would be enough? If a modest amount suffices,

your headline sign is fragile.

3.5.2 Step 2: The DIDM Estimator

If you have many negative weights, or the threshold value for flipping the sign is small,

use a different estimator. De Chaisemartin and D’Haultfœuille (2020) construct a

new estimator, called DIDM , that only compares switching cells to stable ones. The

target parameter changes accordingly: instead of the ATT over all treated cells, DIDM

targets the ATE of switching cells,

δs = E
[ 1

Ns

∑
(i,g,t): t≥2, Dg,t ̸=Dg,t−1

[
Yi,g,t(1)− Yi,g,t(0)

]]
, (9)

where Ns =
∑

(g,t): t≥2, Dg,t ̸=Dg,t−1
Ng,t is the number of observations changing treatment

status between t− 1 and t. Switching cells include joiners (from untreated to treated)

and leavers (from treated to untreated).

Four additional assumptions are needed.

Assumption 3.6 (Strong Exogeneity for Y (1), Assumption 9 in CD 2020). For all

(g, t), E
(
Yg,t(1)− Yg,t−1(1) | Dg,1, . . . , Dg,T

)
= E

(
Yg,t(1)− Yg,t−1(1)

)
.

Assumption 3.7 (Common Trends for Y (1), Assumption 10 in CD 2020). For t ≥ 2,

E
(
Yg,t(1)− Yg,t−1(1)

)
does not vary across g.

Assumptions 3.6 and 3.7 mirror strong exogeneity and common trends, but for the

treated potential outcome. Assumption 3.7 imposes some homogeneity on how treat-

ment effects evolve. These two assumptions allow one to reconstruct the missing po-

tential outcome of leavers, and they are needed only when the design has exits. In a

staggered adoption design with no leavers, they are not necessary.
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Assumption 3.8 (Existence of Stable Groups, Assumption 11 in CD 2020). (i) If

there is a group g with Dg,t−1 = 0 and Dg,t = 1, there exists a group g′ with Dg′,t−1 =

Dg′,t = 0. (ii) If there is a group g with Dg,t−1 = 1 and Dg,t = 0, there exists a group

g′ with Dg′,t−1 = Dg′,t = 1.

Assumption 3.9 (No Spillover, Assumption 12 in CD 2020). For all (g, t), E
(
Yg,t(0) |

D
)
= E

(
Yg,t(0) | Dg

)
and E

(
Yg,t(1) | D

)
= E

(
Yg,t(1) | Dg

)
: a group’s outcome

depends only on its own treatment path, not on other groups’ treatments.

Assumption 3.8 guarantees that every switch has a valid comparison group available:

whenever someone joins, some group stays untreated; whenever someone leaves, some

group stays treated. The estimator is built from exactly these comparisons. Let

Nd,d′,t =
∑

g:Dg,t=d,Dg,t−1=d′ Ng,t count the observations with treatment d at t and d′ at

t− 1, and define two families of DID comparisons:

DID+,t =
∑

g:Dg,t=1, Dg,t−1=0

Ng,t

N1,0,t

(
Yg,t − Yg,t−1

)
−

∑
g:Dg,t=Dg,t−1=0

Ng,t

N0,0,t

(
Yg,t − Yg,t−1

)
,

(10)

DID−,t =
∑

g:Dg,t=Dg,t−1=1

Ng,t

N1,1,t

(
Yg,t − Yg,t−1

)
−

∑
g:Dg,t=0, Dg,t−1=1

Ng,t

N0,1,t

(
Yg,t − Yg,t−1

)
.

(11)

DID+,t is the DID of joiners against stable untreated groups: the standard comparison,

with a genuinely untreated control. DID−,t is the DID of stable treated groups against

leavers: it recovers the leavers’ effect by comparing their change to that of groups

that remain treated, which is where Assumptions 3.6 and 3.7 come in. The estimator

aggregates all switches:

DIDM =
T∑
t=2

(N1,0,t

Ns

DID+,t +
N0,1,t

Ns

DID−,t

)
. (12)

Be careful, under additional Assumptions 3.6 and 3.7,DID−,t will not cause a forbidden

comparison even if we seem to use already treated cells. Because in forbidden compar-

isons, we compare a newly-treated group whose counterfactual state is untreated, to an

incorrect “control” group whose state is being continuously treated. However, here for

leavers, we compare a leaver whose counterfactual state is being continuously treated,

to a correct control group whose state is also being continuously treated. The key is
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to have the counterfactual of the targeted group match the control group.

Theorem 3.2 (Theorem 3 in De Chaisemartin and D’Haultfœuille, 2020). Under As-

sumptions 3.1, 3.2, 3.4, 3.5, and 3.6 to 3.9,

E[DIDM ] = δs.

The DIDM estimator is a weighted average of joiners’ and leavers’ treatment effects,

and it is an unbiased estimator of δs, the ATE of all switching cells.

Three remarks on the properties of DIDM . First, it is consistent and asymptotically

normal, so inference proceeds as usual. Second, it is non-parametric: it uses only cell

means and never fits a global linear model, and it is therefore less efficient than TWFE

when TWFE is valid. This is the bias and variance tradeoff from Chapter 3 again,

now between estimators rather than tuning parameters: TWFE buys precision with

a parametric structure that fails under heterogeneity, while DIDM pays variance for

robustness. Third, a placebo test of the common trend assumption comes almost for

free. The basic idea is to compare the outcome’s evolution from t− 2 to t− 1 between

the groups that change and do not change their treatment status from t − 1 to t:

compute DID+,t and DID−,t after replacing Yg,t with Yg,t−1 and Yg,t−1 with Yg,t−2. If

common trends holds, the switch at time t should have no echo in the earlier window,

so you should expect zeros in this placebo. This is the pre-trend logic of the previous

chapter adapted to staggered designs, and the warnings of Roth (2022) about pre-test

power apply here as well.

The basic idea of this DIDM estimator is to open the black box of the traditional

TWFE estimator. Rather than giving it a functional form (linearity) restriction, DIDM

estimator starts from the non-parametric definition of the target treatment effect and

manually exclude all forbidden comparisons, which are incorrectly contained in the

TWFE estimator. There are many other new estimators proposed by econometricians

to deal with the staggered DID issue, such as Callaway et al. (2021); Borusyak et al.

(2024); Sun and Abraham (2021). They are partly different for various DID settings,

but all share similar idea on the estimator construction as in DIDM . We do not have

space to introduce them one by one, so for interested readers, please refer to the original

papers for details.
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3.6 Takeaways

Main Takeaways of De Chaisemartin and D’Haultfœuille (2020)

• In general, TWFE is not a good estimator in settings with heterogeneous

treatment effects: it may assign negative weights to some group and period

ATEs.

• If your design has periods when many groups are treated, or groups treated

for many periods, be careful: those cells are the negative weight candidates.

• In practice: (i) calculate the weights and the threshold value for flipping

the sign; (ii) if there are many negative weights or the threshold is small,

use DIDM or other new estimators rather than TWFE; (iii) if you use new

estimators, implement the new placebo test to validate the parallel trend

assumption.

• The argument is not specific to binary treatments: it applies to any ordered

treatment D.

Roth et al. (2023) gives a very clear and comprehensive literature review on the new

development of DID method these days. It also prepares a table with different new

estimators and their corresponding Stata packages, which would be extremely useful

for empirical research.

4 DID with a Continuous Treatment

So far the treatment was a switch: on or off. Many treatments of first order interest

are instead doses. What is the effect of the US China trade war tariff on China’s

employment? Regions differ in how much tariff exposure they received, not merely

in whether they received any. Import competition, minimum wage levels, pollution

regulations, transfer amounts: continuous treatments are everywhere.

In general, we will see that TWFE with a continuous treatment is much more com-

plicated than the binary case. This is not surprising as we have shown the growing

complexity for multivalued/continuous IV in Chapter 6. In TWFE settings, we also

need additional assumptions to identify meaningful causal effects, and the staggered

version suffers from the same forbidden comparison problem we just diagnosed. More

fundamentally, the continuous case forces us to think about what “the effect” even
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means in the potential outcome framework, and the answer is usually complicated.

The key reference is Callaway et al. (2021). They define two types of causal effects, a

level effect (dose d versus 0) and a slope effect (dose d versus d′), work out the assump-

tions needed to identify each non-parametrically in a simple two period case, analyze

what the TWFE estimator delivers, and extend the results to multiple periods and

staggered designs.

4.1 Setting: Two Periods, One Dose

Consider first the cleanest case: two periods and a one time treatment. We have

periods t−1 and t; units receive a treatment dose Di in period t and nothing in period

t− 1. The potential outcome of unit i at time s under dose d is Yis(d).

Assumption 4.1 (Random Sampling, Assumption 1 in Callaway et al., 2021). We

observe i.i.d. samples.

Assumption 4.2 (Continuous Treatment, Assumption 2-Cont in Callaway et al., 2021).

D+ = [dL, dU ] with 0 < dL < dU < ∞, P (D = 0) > 0, and fD(d) > 0 for all d ∈ D+.

Assumption 4.3 (No Anticipation, Assumption 3 in Callaway et al., 2021). Yit−1 =

Yit−1(0) and Yit = Yit(Di).

There is a group of genuinely untreated units (dose zero) and a continuum of treated

doses between a lowest dose dL and a highest dose dU . The untreated group will play

the role Pennsylvania played in the previous chapter; the new difficulty lives entirely

inside the treated continuum.

4.2 Level Effects and Slope Effects

With a binary treatment there is one comparison: treated versus untreated. With a

continuous treatment, the definition of a causal effect becomes much richer, because

you can compare dose d not only with 0 but also with a nearby dose d′. Callaway et

al. (2021) organize the possibilities into two families.

Definition 4.1 (Level Effects). The causal effect of dose d relative to no treatment is

Yt(d)− Yt(0). Its averages are

ATT (a | b) = E
[
Yt(a)− Yt(0) | D = b

]
, ATE(d) = E

[
Yt(d)− Yt(0)

]
.

ATT (a | b) is the average effect of potential dose a for the units that actually experi-
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enced dose b; ATE(d) is the average effect of dose d over the whole population.

Definition 4.2 (Slope Effects: Average Causal Response). The causal response to a

marginal increase in the dose is the derivative of the potential outcome function. Its

averages are

ACRT (d | d) = ∂ E[Yt(l) | D = d]

∂l

∣∣∣
l=d

, ACR(d) =
∂ E[Yt(d)]

∂d
.

ACRT (d | d) is the average causal response for the group that actually experienced

dose d: what is the impact for people who got dose d of getting a little bit more?

ACR(d) is the same object averaged over everyone. The pair is analogous to ATT and

ATE.

Applied papers routinely target slope effects, because the policy question is usually

“what happens if we increase the dose,” not “what happens relative to abolishing the

program entirely.” However, usually regression coefficients represent a weighted average

of these two effects under strong assumptions. Keep the two families separate in your

mind; their identification requirements turn out to be very different.

4.3 What Does Parallel Trends Identify?

We start with the natural generalization of the parallel trend assumption and examine

what it could identify non-parametrically.

Assumption 4.4 (Parallel Trends, in Callaway et al., 2021). For all d, E
[
Yt(0) −

Yt−1(0) | D = d
]
= E

[
Yt(0)− Yt−1(0) | D = 0

]
.

The path of untreated potential outcomes would have been the same for the untreated

group and for the treated group at any dose level. This is exactly the assumption of

the previous chapter, restated dose by dose. Under it, level effects are identified by the

familiar double difference, where ∆Yt = Yt − Yt−1.

Theorem 4.1 (Theorem 1 in Callaway et al., 2021). Under Assumptions 4.1 to 4.4,

ATT (d | d) is identified for all d ∈ D:

ATT (d | d) = E
[
∆Yt | D = d

]
− E

[
∆Yt | D = 0

]
.

We can non-parametrically identify the level effect under the parallel trend assumption,

in a DID fashion: compare the outcome change of the dose d group with the outcome
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change of the untreated group. So far, the continuous case looks like a family of binary

DIDs, one per dose. The trouble starts with slope effects.

Proposition 4.1 (Proposition 3(a) in Callaway et al., 2021). Under Assumptions 4.1

to 4.4, in general ACRT (d | d) is not identified:

∂ E[∆Yt | D = d]

∂d
= ACRT (d | d) + ∂ ATT (d | l)

∂l

∣∣∣
l=d︸ ︷︷ ︸

selection bias

.

The local comparison of outcome paths across nearby doses mixes the causal response

with a selection bias term: the marginal change in the treatment effect of dose d across

the groups that received different doses. Why does parallel trends not help here?

Because for ACRT (d | d) you are comparing dose d with a nearby dose l, not with

zero. Parallel trends disciplines the untreated potential outcomes of the two groups,

Yt(0)−Yt−1(0), and says nothing about whether the dose d group and the dose l group

would respond identically if both were given dose d. To see the bias term as a difference,

write

∂ ATT (d | l)
∂l

∣∣∣
l=d

≈ E
[
Yt(d)− Yt−1(0) | D = d

]
− E

[
Yt(d)− Yt−1(0) | D = d′

]
for d′ close to d: when we subtract the observed path of the dose d′ group from that

of the dose d group, we get both the causal response and the difference in how the

two groups would have responded to the same dose. Here we have Yt(d) but not Yt(0),

which cannot be canceled out by parallel trend assumption.

Take U.S. tariff exposure effect on employment rate in different Chinese provinces as

an example. Assume that Shanghai is hit by 1%, and Beijing by 0.99%. When we want

to estimate ACRT for Shanghai, we subtract employment rate growth in Shanghai by

that in Beijing, and divide it by 1%−0.99%. This is the sample analogue of ∂ E[∆Yt|D=d]
∂d

.

The assumption we really need is that Shanghai and Beijing would have grown in a

same rate if they were both hit by 1% as Shanghai does in the real world. However, the

parallel trend assumption only says that Shanghai and Beijing would have grown in a

same rate if they were not hit by the U.S. tariff. The discrepancy between these two

arguments leads to our selection bias, that is, Beijing and Shanghai may have different

policy impact even if they were both hit by 1% tariff. This bias can be large if the Roy

selection mechanism (see Chapter 6) is at play.
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Therefore, to identify ACRT or ACR, we need some additional exogeneity or homo-

geneity in how doses were assigned. That is what the next assumption imposes.

Assumption 4.5 (Strong Parallel Trends, Assumption 5 in Callaway et al., 2021). For

all d′,

E
[
Yt(d

′)− Yt−1(0)
]
= E

[
Yt(d

′)− Yt−1(0) | D = d′
]
.

Strong parallel trends says: for every dose d′, the average change in outcomes that

the whole population would experience if assigned dose d′ equals the average change

actually experienced by the group that received dose d′. It imposes homogeneity of

treatment effect paths across dose groups, which ordinary parallel trends never did.

Note the exact strength of the statement: it is not as strong as demanding parallel

trends between group D = d′ and every other group at dose d′; it demands parallel

trends between group D = d′ and the average of all groups at dose d′. Under it, the

slope effect for everyone becomes identified. But here, we identify ACR, the average

of all units, but not ACRT.

Proposition 4.2 (Proposition 3(b) in Callaway et al., 2021). Under Assumptions 4.1

to 4.3 and 4.5, ACR(d) is identified:

∂ E[∆Yt | D = d]

∂d
= ACR(d).

Strong Parallel Trends Is Not Testable by Pre-Trends

The strong parallel trend assumption restricts treated potential outcomes: how dif-

ferent dose groups would have responded to the same dose. Pre-treatment periods

contain no doses at all, so no pre-trend plot or placebo regression can ever speak

to it. You need not only quasi random assignment of whether a unit is treated, but

quasi random assignment of how much. Defending this assumption is an economic

argument about how doses were assigned, not a statistical test.

4.4 The TWFE Estimator with a Continuous Treatment

Now we consider the causal interpretation of the traditional TWFE estimator, which

in the two period case is simply the OLS regression of ∆Yt on the dose. Callaway et

al. (2021) show that its estimand is an integral over doses.

19



Theorem 4.2 (Theorem 3(a) in Callaway et al., 2021). Under Assumptions 4.1 to 4.4,

βtwfe =

∫ dU

dL

w1(l)
[
ACRT (l | l) + ∂ ATT (l | h)

∂h

∣∣∣
h=l︸ ︷︷ ︸

selection bias

]
dl + w0

ATT (dL | dL)
dL

,

where (i) w1(l) ≥ 0 and w0 > 0, and (ii)
∫ dU
dL

w1(l) dl + w0 = 1.

Read the three ingredients. The first term inside the integral is the average causal

response for the treated, accumulated across the dose distribution from dL to dU . The

third term is the level effect of having the lowest dose, dL versus 0, scaled by the dose.

And the second term is the selection bias from Proposition 4.1, which contaminates

the estimand whenever strong parallel trends fails. Under ordinary parallel trends

alone, the TWFE coefficient is a mixture of causal responses and selection biases, with

positive weights. Imposing strong parallel trends cleans out the bias.

Theorem 4.3 (Theorem 3(b) in Callaway et al., 2021). Under Assumptions 4.1 to 4.3

and 4.5,

βtwfe =

∫ dU

dL

w1(l)ACR(l) dl + w0
ATE(dL)

dL
.

Under strong parallel trends, the selection bias is eliminated, and TWFE delivers a

positively weighted average of average causal responses plus a lowest dose level term.

Even this best case deserves two caveats. The weights w1(l) are driven by the dose

distribution, not by policy relevance, so the regression summarizes the dose response

curve in a way you did not choose. And remember, the result is for the clean two

period design.

What if we extend to multiple periods and staggered adoption of doses? Under strong

parallel trends, Callaway et al. (2021) show that the TWFE coefficient is composed of

four kinds of comparisons:

1. paths of outcomes for units treated at the same time but with different doses;

2. paths of outcomes in early treated groups relative to later treated groups, in

periods before the later group is treated;

3. paths of outcomes between later treated groups and already treated groups, in

the post treatment period of the later group;

4. paths of outcomes between early treated and later treated groups in their common
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post treatment periods, relative to their common pre periods.

The first two are fine. Comparisons (iii) and (iv) are forbidden comparisons: the “con-

trol” group’s change is not Yt(0)−Yt−1(0) but a change in treated outcomes, exactly the

disease diagnosed in the binary staggered case. The same issue as in De Chaisemartin

and D’Haultfœuille (2020) reappears, now with a continuous dose on top.

4.5 What Should We Do?

The overall conclusion of Callaway et al. (2021) is mixed. In general, it is hard to

identify meaningful causal effects in a DID fashion with a continuous treatment. Causal

level effects on the treated are non-parametrically identified under the common parallel

trend assumption, but causal slope effects are identified only under strong parallel

trends, an assumption about treated potential outcomes that no pre-trend test can

probe. You need not only random assignment of treatment, but random assignment

of the dose amount. In the two period case, TWFE delivers a weighted average of

causal responses only under strong parallel trends; in the staggered case, TWFE suffers

from negative weights and forbidden comparisons even under strong parallel trends.

Callaway et al. (2021) provides a new non-parametric estimator to avoid the negative

weight issue. This can be used as an important robustness check. For interested readers,

please refer to the original paper.

Practical Guidance for Continuous DID

• Be explicit about which estimand you target: a level effect (d versus 0) or a

slope effect (d versus d′). They require different assumptions.

• For slope effects, state the strong parallel trend assumption openly and defend

the dose assignment economically. Remember that no pre-trend test can

validate it.

• Consider estimating the dose response curve non-parametrically using the

new estimator proposed by Callaway et al. (2021) rather than reading a single

coefficient off a TWFE regression. Callaway et al. (2021) do not provide a

Stata package, so this requires some hand work.

• Alternatively, use a structural or theoretical model to interpret the estimates.

When the design cannot deliver assumption free identification, theory is what

disciplines the estimation and interpretation.
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5 Conclusion

This chapter delivered two warnings about the workhorse TWFE regression, and one

broader lesson.

The first warning concerns staggered adoption with a binary treatment. When treat-

ment effects are heterogeneous, the TWFE coefficient is a weighted average of cell level

effects in which early adopters in late periods can receive negative weights, because

the regression implicitly uses already treated groups as controls. Those forbidden com-

parisons subtract treatment effect dynamics from the estimate, and can flip its sign

outright. The remedy is to diagnose first, compute the weights and the sign flipping

threshold, and to switch to new non-parametric estimators proposed by recent papers

when the diagnosis is bad, validating common trends with its placebo test.

The second warning concerns continuous treatments. Level effects behave like a family

of binary DIDs and are identified under ordinary parallel trends. Slope effects, the

objects most policy questions actually ask about, are identified only under strong

parallel trends, which restricts treated potential outcomes and cannot be tested with

pre-trends. And in staggered dose designs, the forbidden comparison problem returns

on top of everything else.

The broader lesson closes the arc that began in Chapter 2. Linear regression is, after

all, a parametric method that imposes strong functional form assumptions. It is a

simple and elegant statistical tool, and for clean designs it is exactly the right one. But

when things become more and more complicated, heterogeneous, dynamic, continuous,

regression may not be capable of capturing the data patterns, and it can give weird

results while looking perfectly healthy. There are two fundamental ways out. The

first is non-parametric tools, which give you enough flexibility to capture complicated

patterns; that is the toolkit of Chapters 2 and 3, and it is exactly what DIDM and the

non-parametric dose response methods do. The second is structural modeling, which

uses economic theory to regulate and rationalize the data; we will meet it when we

study discrete choice models in Chapters 12 and 13.

A Homework Problems

1. The Clean Comparison.
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In the two group, three period example of Section 3.3, the TWFE estimand is

the average βfe = 1
2
(DID1 + DID2), and we derived in the text that DID2 =

E[∆1,3]− (E[∆2,3]− E[∆2,2]).

Show what DID1 is: starting from its definition (6), express it in terms of the

E[∆g,t], using the common trend assumption. Explain what the difference is

between the derivation of DID1 and that of DID2: why can some terms be

canceled out in the derivation of DID1 but not in the derivation of DID2? This

exercise should give you a deeper understanding of why using treated cells as

controls is dangerous.

2. Plain Vanilla DID.

Will a plain vanilla DID design, like Card and Krueger (1994) with one treated

state, one control state, and one adoption date, suffer from the same negative

weight issue when we use the TWFE estimator? Explain your answer in words.

Do not use math.

3. Computing the Weights in a Two Group, Four Period Design.

Two equal sized groups are observed for four periods with balanced cells. Group

1 is treated only in period 4; group 2 is treated in periods 3 and 4.

(a) Compute Dg,., D.,t, and D.,., and use (4) to compute the residuals εg,t for

the three treated cells (1, 4), (2, 3), (2, 4).

(b) Compute the weights wg,t of Theorem 3.1 and show that the TWFE esti-

mand is

βfe =
1
3
E[∆1,4] + E[∆2,3]− 1

3
E[∆2,4].

Verify that the weights sum to one.

(c) Find strictly positive values of E[∆1,4], E[∆2,3], E[∆2,4] such that βfe < 0.

(d) Which cell receives the negative weight, and how does this fit the general

intuition about which cells are dangerous (groups treated for many periods,

periods with many treated groups)?
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Practice Example: Negative Weights and DIDM in a

Staggered Simulation

In this practice example we bring the chapter’s central calculation to data. We simulate

the two group, three period design of Section 3.3 at the individual level, watch the

TWFE regression return a negative estimate when every true effect is positive, verify

the CD weight formula by hand, and then compute theDIDM estimator in an extended

design where it is feasible.

Data generating process, scenario A. Two groups of 500 individuals each are

observed for 3 periods. Group 1 is treated in period 3; group 2 is treated in periods 2

and 3. The outcome is

Yigt = γg + λt +∆g,tDgt + ϵigt, ϵigt ∼ N (0, 1),

with group effects (γ1, γ2) = (0, 2), a common trend λt = 0.5 t, and cell treatment

effects

∆1,3 = 1, ∆2,2 = 1, ∆2,3 = 4.

All treatment effects are positive, and common trends holds by construction. By (5)

the TWFE estimand is 1
2
(1) + 1− 1

2
(4) = −0.5.

Data generating process, scenario B. Identical, except a third, never treated group

of 500 individuals (γ3 = −1) is added. The never treated group makes the stable group

assumption hold at every switch date, so DIDM becomes computable at both switches.

The switching cells are group 2 at period 2 and group 1 at period 3, both with effect

1, so δs = 1.

Analysis steps. The do-file (src/chapter 9/ch9 staggered did.do) performs:

1. Simulate scenario A and save the dataset.

2. Run the TWFE regression (1); verify β̂fe ≈ −0.5 despite all cell effects being

positive.

3. Verify Theorem 3.1 by hand: regress Dgt on group and period dummies at the

cell level, recover the residuals (1
6
, 1
3
,−1

6
), form the weights, and reconstruct the

TWFE estimate as 1
2
∆̂1,3 + ∆̂2,2 − 1

2
∆̂2,3 from estimated cell effects.

4. Decompose the estimate into the two DID comparisons: compute DID1 and
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DID2 from the six cell means, verify β̂fe = 1
2
(DID1 + DID2), and verify the

forbidden comparison formula DID2 ≈ ∆1,3 − (∆2,3 −∆2,2).

5. Simulate scenario B; compute DID+,2 (group 2 against the stable untreated

groups 1 and 3) and DID+,3 (group 1 against the stable untreated group 3) and

aggregate to DIDM ≈ 1 = δs. Note why scenario A cannot deliver DIDM at the

second switch: with only two groups, no stable untreated group exists at t = 3

(Assumption 3.8 fails there).

6. Run the DIDM placebo comparison in scenario B as a common trend check.

7. Key lessons summary.

Key lessons.

• A correctly specified TWFE regression on a valid DID design can return a signif-

icantly negative estimate when every true effect is positive: negative weights are

not a small sample quirk but a property of the estimand.

• The CD weights are computable from the treatment layout alone, before ever

touching the outcome: the diagnosis costs nothing.

• DIDM repairs the problem by only comparing switchers to stable groups, at the

price of estimating a different, honestly labeled estimand, the switchers’ ATE.

The do-file is located at src/chapter 9/ch9 staggered did.do and the simulated

datasets at data/chapter 9/.
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