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1 Introduction

Suppose we want to examine the education quality of Peking University (PKU) and

Fudan University (FDU). We collect wage data for their graduates and find that the

average wage for PKU graduates is 200,000 RMB per year, while the average wage

for FDU graduates is 150,000 RMB per year. Does this mean that studying at PKU

results in higher human capital than studying at FDU?

The answer is no, and by now the reason should be second nature: better students

select into PKU. The wage gap mixes two things, the value added of the school and

the initial quality of the students it admits. Self selection is always a problem in

economic research. Whenever we ask whether school A is more efficient than school

B, we must confront the possibility that school A simply admits students with better

initial quality. How do we deal with this issue?

One route is to construct a selection model structurally. But there is another, design

based approach: the Regression Discontinuity Design (RDD). The intuition for RDD

is simple. Admission to PKU is determined by the college entrance exam score and

a sharp admission line. Consider PKU students who scored just above the PKU ad-

mission line, and FDU students who scored just below it. These two sets of students

enrolled in PKU or FDU essentially by chance: a lucky guess on one multiple choice

question separates them. They are therefore similar in ability, and comparing their

later outcomes isolates the effect of attending PKU.

This chapter develops the RDD toolkit in four steps. Section 2 introduces the sharp

design, where treatment is a deterministic function of a running variable, together with

the practical questions of how to model the outcome away from the cutoff. Section

3 introduces the fuzzy design, where crossing the cutoff shifts only the probability

of treatment, and shows that fuzzy RD is naturally implemented as an IV estimator.

Section 4 steps back and asks the deeper questions: what causal effect does RD identify,

and under exactly what assumptions? The answers come from the classic paper of Hahn

et al. (2001). Section 5 presents an extension, the Regression Kink Design (RKD),

where identification comes from a change in slope rather than a jump in level. Section

6 presents a RDD method application, He et al. (2020), which uses a spatial RD built

into China’s water quality monitoring system.
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2 Sharp RD

2.1 The Treatment Rule

Let us first consider the simple case: Sharp RD. In a sharp design, the treatment rule

is deterministic. You are definitely treated if you surpass the threshold, and definitely

not treated otherwise. There is no uncertainty in treatment assignment.

Formally, suppose that treatment Di is determined by some variable xi:

Di = 1(xi ≥ x0) =

1, if xi ≥ x0,

0, if xi < x0.
(1)

Three pieces of terminology:

• xi is called the running variable (the exam score, the vote share, the birth date);

• x0 is a known threshold or cutoff (the admission line);

• Di is a deterministic function of xi.

The estimation idea is to compare samples just above x0 and just below x0. This is

best understood as a special case of matching. In conventional matching, we compare

samples with identical covariates: for each treated unit we find untreated units that

look the same on observables. In RD, we compare samples within a small neighborhood

of the treatment threshold: units just above and just below the cutoff are “matched”

on the running variable itself, and, if nothing else changes discontinuously at the cutoff,

on everything that matters.

2.2 A Regression Model

We can write a simple model for this RD:

Yi = f0(xi)1(xi < x0) + f1(xi)1(xi ≥ x0) + ρDi + ϵi. (2)

Here f0(xi) is the smoothing function below the threshold and f1(xi) is the smoothing

function above the threshold. Their job is to fit the trend of the outcome in the

running variable away from the cutoff. Di is the treatment indicator, jumping from 0

to 1 exactly at xi = x0. The coefficient ρ is the treatment effect: the part of the change
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Figure 1: The sharp RD model (2) with linear and quadratic smoothing functions, following
the example of Angrist and Pischke (2009, p. 255). In Panel A the conditional mean is linear
on each side and the linear fits recover the true jump at x0 = 0.5. In Panel B the conditional
mean is strongly nonlinear on each side, convex below the cutoff and concave above it, with
a true jump at the threshold; the solid curves are quadratic fits estimated separately on each
side, which track the curvature and recover the jump.

in Y at the cutoff that cannot be explained by the smooth trend.

The simplest choices for the smoothing functions are linear and quadratic functions.

Figure 1 shows the model at work, with two simulated examples. In Panel A, the

conditional mean of the outcome is linear on each side of the cutoff, so linear f0 and

f1 are the right choice: the two fitted lines recover the treatment jump at x0 = 0.5

cleanly. In Panel B, the data are generated from model (2) with strongly nonlinear

branches: below the cutoff the outcome is almost flat at first and then rises steeply, a

convex shape, while above the cutoff it climbs to an interior peak and then turns down,

a concave shape. Fitting a quadratic smoothing function separately on each side bends

with the data, and the gap between the two fitted branches at the cutoff again recovers

the true jump ρ.
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Panel B also carries a warning. Notice what a straight line would do there: it cannot

bend with the data, so part of the curvature would be loaded into the estimated

discontinuity, and ρ̂ would be biased. The treatment effect and the smoothing functions

are identified together: ρ̂ is only as credible as the fit of f0 and f1 near the cutoff, and

the functional form of the smoothing function is not an innocent choice. We return to

this choice in the next subsection.

Remark 2.1 (Normalization at the cutoff). For ρ to capture the whole jump at the cutoff,

the two smooth branches must be anchored to agree at x0, that is, f0(x0) = f1(x0). In

practice this is imposed automatically by the standard estimating equation: center the

running variable at the cutoff, x̃i = xi − x0, and run

Yi = α+ β0x̃i +Di (ρ+ β1x̃i) + ϵi,

possibly with higher order terms in x̃i on both sides. At x̃i = 0 the two branches share

the intercept α, and ρ is exactly the jump.

2.3 Choosing the Smoothing Functions

Beyond simple linear and quadratic functions, we can also use the non-parametric and

semi-parametric methods introduced in Chapter 2, which are more flexible. The most

recommended and commonly used one is the Local Linear or Local Quadratic

Regression: fit a linear or quadratic function using only observations within a band-

width h of the cutoff, separately on each side, and read the treatment effect off the gap

between the two fitted values at x0.

As we discussed in Chapter 2, there is a bias variance tradeoff behind this choice. If you

choose a complicated smoothing function, you may lose accuracy: many parameters

spread over limited data produce noisy estimates. If you choose too simple a smoothing

function, you may get bias: fitting straight lines to the data of Panel B in Figure 1

would mix the curvature into the estimated jump.

But remember one asymmetry that is specific to RD: the effective sample size is usually

limited. Even if the full dataset is large, identification comes from observations in a

small neighborhood around the cutoff, and only those observations carry real informa-

tion about the jump. This pushes strongly in one direction: do not use too complicated

smoothing models to avoid ovetfitting.
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Do Not Use High Order Global Polynomials (Gelman and Imbens, 2019)

Gelman and Imbens (2019) argue that estimating RD with high order global poly-

nomials (above third order) should be avoided, for three reasons:

• It leads to noisy estimates. High order polynomial fits assign huge and erratic

effective weights to observations far from the cutoff (Runge’s phenomenon):

the fitted value at the boundary is driven by data noise that have nothing to

do with the discontinuity.

• The RD estimate becomes very sensitive to the degree of the polynomial.

Moving from a fourth to a fifth order fit can flip the sign of the estimate,

with no principled way to choose between them.

• The coverage of the resulting confidence intervals is smaller than nominal: a

“95 percent” interval misses the truth far more than 5 percent of the time.

The recommended choice is local linear or local quadratic regression within a band-

width around the cutoff.

2.4 An Example: Lee (2008) on Incumbency Advantage

An interesting example of sharp RD is Lee (2008). The question: what is the advan-

tage of party incumbency for reelection to the US House of Representatives? If the

Democratic party holds a seat, does holding it by itself make the party more likely to

win the seat in the next election?

This is hard to identify, because a party may have a larger group of supporters in a

district for many reasons other than incumbency. Different parties are advantaged in

different regions due to ideology, history, religion, and many other factors: think of

reliably blue states, reliably red states, and swing states in US presidential elections.

Districts where Democrats win are simply different from districts where they lose, so

a raw comparison of “held seats” and “not held seats” is contaminated by selection,

exactly like the PKU and FDU comparison.

But for elections with very close results, winners and losers are similar. Whether

the Democratic candidate wins a district by 0.1 percent or loses it by 0.1 percent is

essentially a coin flip, and the two kinds of districts should be comparable in every

other respect. Lee (2008) therefore considers the probability of a Democratic win in

election t in districts where the Democratic candidate won or lost by small vote share

margins in the previous election t − 1. The running variable is the Democratic vote
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share margin of victory at t − 1, and the cutoff is zero: the design is sharp because

winning at t− 1 is a deterministic function of the vote margin.

Figure 2: Sharp RD in Lee (2008), replicated on simulated data. Dots are local averages of
the Democratic winning probability in election t, computed in narrow bins of the Democratic
vote share margin at election t− 1; solid curves are logit fits on each side of the cutoff. The
jump at zero is the incumbency effect.

Figure 2 shows the pattern. Away from zero the winning probability rises smoothly

with the previous margin, reflecting persistent district preferences. At zero there is a

large jump: barely winning a seat at t − 1 raises the probability of winning at t by a

large amount relative to barely losing it. That jump cannot be explained by district

characteristics, which are effectively identical on the two sides of a razor thin margin.

It is the causal effect of incumbency itself.

3 Fuzzy RD

3.1 Discontinuity in the Treatment Probability

A more complicated case is Fuzzy RD. In a fuzzy design, treatment assignment is no

longer deterministic: there is uncertainty in being treated or not, and passing the

threshold gives you a larger probability of getting treated. Perhaps scoring above the
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line makes admission likely but not certain; perhaps some students below the line are

admitted through a special channel.

Formally, there is a discontinuity in the treatment probability, but not in treatment

itself:

P (Di = 1 | xi) =

g1(xi), if xi ≥ x0,

g0(xi), if xi < x0,
where g1(x0) ̸= g0(x0). (3)

Let us assume that g1(x0) > g0(x0) without loss of generality. Thus, surpassing the

cutoff makes treatment more likely. Figure 3 illustrates: the treatment probability is

strictly between zero and one on both sides, and jumps up at the cutoff. The sharp

design is the special case g0 = 0, g1 = 1.

Figure 3: The first stage of a fuzzy RD. Dots are local averages of the treatment indicator in
bins of the running variable. The treatment probability jumps from g0(x0) to g1(x0) at the
cutoff, but treatment is not deterministic on either side.

3.2 Fuzzy RD as 2SLS

Denote Ti = 1(xi ≥ x0) as the indicator of whether observation i passes the cutoff.

Then we can naturally write fuzzy RD as a two stage least squares problem. The

treatment Di is the endogenous variable, and the cutoff indicator Ti is the instrument:

• First stage: regress the treatment Di on the cutoff indicator Ti (and the smooth-

ing function);
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• Second stage: regress the outcome Yi on the first stage fitted value D̂i (and the

smoothing function).

The smoothing function f in the running variable should be included in both stages: the

exclusion restriction for Ti is only credible after controlling smoothly for xi. Intuitively,

the reduced form jump in Y at the cutoff is scaled up by the first stage jump in D:

the fuzzy RD estimand is the ratio of the outcome discontinuity to the treatment

discontinuity, a Wald estimator localized at x0. We will make this precise in Section 4.

Implementation in Stata

It is very simple to implement RD in Stata. Packages such as rdrobust auto-

mate the whole pipeline: they implement bias corrected confidence intervals with

the optimal bandwidth of Calonico et al. (2014), and you can also try the opti-

mal bandwidth of Imbens and Kalyanaraman (2012). The package chooses the

bandwidth h by minimizing an asymptotic mean squared error criterion, fits local

polynomials on each side, and corrects the confidence interval for the smoothing

bias. In this course’s practice example we will also build the estimator by hand

with regress and ivregress to see the mechanics.

4 Non-Parametric Identification of RD

We have already introduced how to implement the RD method, and intuitively dis-

cussed its identification source. But what kind of causal effect are we identifying? And

what exactly are its identification assumptions? Let us go to a classic study in RDD:

Hahn et al. (2001), henceforth HTV. Do not say that you understand RDD if you never

read this paper.

4.1 Setup and Notation

Notation change in this section

To stay close to HTV, this section switches notation: the treatment is now denoted

xi (binary), and the running variable is denoted zi with cutoff z0. Do not confuse

this with Sections 2 and 3, where xi was the running variable.

Denote y1i, y0i as the potential outcomes and xi ∈ {0, 1} as the treatment. Write the
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observed outcome as

yi = αi + xiβi, (4)

so that αi ≡ y0i is the untreated potential outcome and βi ≡ y1i − y0i is the individual

treatment effect. Both are allowed to vary freely across individuals.

Assume that we have a running variable zi. In a sharp design, xi = f(zi) is a deter-

ministic function of zi, discontinuous at z0. In a fuzzy design, P (xi = 1 | zi) = f(zi)

is discontinuous at z0. The basic requirement, covering both cases, is that treatment

take up actually jumps at the cutoff.

Assumption 4.1 (RD, in HTV). (i) The limits x+ ≡ limz→z+0
E[xi | zi = z] and x− ≡

limz→z−0
E[xi | zi = z] exist. (ii) x+ ̸= x−.

In the sharp design x+ = 1 and x− = 0; in the fuzzy design x+ = g1(z0) and x− = g0(z0).

Assumption 4.1 plays the role of the first stage relevance condition in IV. Define the

corresponding outcome limits

y+ ≡ lim
z→z+0

E[yi | zi = z], y− ≡ lim
z→z−0

E[yi | zi = z].

4.2 Constant Treatment Effects

First, consider the simple case of constant treatment effects: βi = β across individuals.

What do we need beyond Assumption 4.1? We need the mean untreated potential

outcome to be continuous at the cutoff. That is, the mean of all other confounders

must be continuous at the cutoff: nothing except the treatment probability jumps at

z0.

Assumption 4.2 (A1 in HTV). E[αi | zi = z] is continuous in z at z0.

We can then prove that β is non-parametrically identified.

Theorem 4.1 (Theorem 1 in HTV). Suppose that βi is fixed at β. Further suppose

that Assumptions 4.1 and 4.2 hold. We then have

β =
y+ − y−

x+ − x− .

Using an IV style method, we can pin down the treatment effect: the estimand is the

jump in the outcome divided by the jump in the treatment probability, exactly the

localized Wald ratio anticipated in Section 3. In the sharp case the denominator is 1
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and the estimand reduces to the outcome jump y+ − y− itself. You will derive this

theorem step by step in Homework Problem 1.

4.3 Heterogeneous Treatment Effects

Next, we go to the more complicated heterogeneous treatment effect case, where βi

varies across individuals. We need one more assumption: not only must α be continuous

at z0, but also β.

Assumption 4.3 (A2 in HTV). E[βi | zi = z] is continuous in z at z0.

It is worth pausing on how Assumptions 4.2 and 4.3 differ, because they are concep-

tually distinct. A1 is an exogeneity assumption: there is no systematic difference in

the untreated outcome y0i around the cutoff. Violation example: students with very

high ability can precisely control their scores to land just above the cutoff line. Then

the just above group has better y0i than the just below group, and the comparison is

contaminated.

A2 is a no treatment effect sorting assumption: there is no systematic difference in the

gain y1i − y0i around the cutoff. Violation example: students with a high return to

treatment are more likely to select into treatment near the cutoff. Then the treated

units just above the cutoff have unusually large βi. Then we have the following theorem.

Theorem 4.2 (Theorem 2 in HTV). Suppose that xi is independent of βi conditional

on zi near z0. Further suppose that Assumptions 4.1, 4.2, and 4.3 hold. We then have

E[βi | zi = z0] =
y+ − y−

x+ − x− .

Theorem 4.2 tells us that under heterogeneous treatment effects, if other confounding

factors are continuous at the cutoff (A1), and there is no sorting on returns at the

cutoff (A2 together with the local independence condition), then we can identify the

average treatment effect for individuals around the cutoff. Since treatment is locally

independent of the gains, this average over everyone at the cutoff coincides with the

average for the treated there, so we can identify the ATT for individuals around the

cutoff.

However, “no sorting” is a strong assumption under fuzzy RD. When take up is volun-

tary, individuals of course choose treatment based on how much they can benefit from

it. That is exactly what the Roy model of Chapter 6 tells us: selection operates on
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gains. In a fuzzy design where crossing the cutoff merely makes treatment cheaper or

more likely, the people who take treatment just above the cutoff are precisely those

with high βi, and the local independence condition fails.

4.4 Dropping No Sorting: a LATE Result

Let us see what happens if we drop the no sorting condition. We invoke a set of assump-

tions similar to Imbens and Angrist (1994) on LATE. Write xi(z) for the treatment

that individual i would take if the running variable were externally set to z.

Assumption 4.4 (A3 in HTV). (i) (βi, xi(z)) is jointly independent of zi near z0. (ii)

There exists ϵ > 0 such that xi(z0 + e) ≥ xi(z0 − e) for all 0 < e < ϵ.

Part (i) is the local exclusion restriction: given the choice mapping xi(·), the treatment

effect βi is independent of the realized position of zi near z0. The running variable z can

only affect y through changing the treatment x. In the admission example: test scores

only affect wages through changing whether you can be admitted to PKU. Part (ii) is

monotonicity in a small neighborhood around the cutoff: crossing the threshold never

pushes anyone out of treatment. These are exactly the LATE conditions of Chapter 5,

localized at z0.

Theorem 4.3 (Theorem 3 in HTV). Suppose that Assumptions 4.1, 4.2, and 4.4 hold.

We then have

lim
e→0+

E
[
βi

∣∣xi(z0 + e)− xi(z0 − e) = 1
]
=

y+ − y−

x+ − x− .

Theorem 4.3 says that we can identify a LATE under a set of assumptions similar to

Imbens and Angrist (1994). Note that this LATE is “local” in two distinct senses. First,

it is local in behavior : it averages βi only over individuals who change their treatment

choice when the running variable crosses the cutoff, the compliers. Second, it is local in

position: it averages only over individuals with zi around the cutoff z0. The estimand is

the average effect for compliers around the cutoff, a doubly local parameter. Whether

it is the parameter you care about depends on the question, but it is what the design

honestly delivers.
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What RD Identifies

All three HTV theorems share the same sample statistic, the localized Wald ratio

(y+ − y−)/(x+ − x−). What changes is its interpretation:

• constant effects (Theorem 4.1): the common effect β;

• heterogeneous effects with no sorting (Theorem 4.2): the ATT for individuals

at the cutoff;

• heterogeneous effects with self selection (Theorem 4.3): the LATE for com-

pliers at the cutoff.

Sharp RD is matching at the cutoff; fuzzy RD is IV at the cutoff.

4.5 Validating the Design in Practice

From this analysis of the identification of RD, we can derive what conditions we have

to validate in an empirical application.

First, we need to check the existence of the discontinuity (Assumption 4.1). Draw the

figure with the running variable on the x axis and the treatment on the y axis; draw the

figure with the running variable on the x axis and the outcome on the y axis. Visually

detect the discontinuity, as in Figures 2 and 3. If the first stage jump is not visible to

the naked eye, no amount of econometrics will rescue the design.

Second, implement a balance test for samples just below and just above the cutoff

(Assumptions 4.2 and 4.3). Other variables and confounders, especially predetermined

characteristics, should be similar or continuous around the cutoff. The logic is that of

a placebo: a variable determined before treatment cannot jump at the cutoff unless

there is a selection there.

Additionally, check the density of the sample around the cutoff. Make sure there is no

bunching to either one side of it. Good students should not be able to control their

scores to land just a little above the threshold; if they can, the just above group is

selected and A1 fails. A histogram of the running variable with a spike just above the

cutoff and a trough just below is the classic red flag. McCrary (2008) proposes a formal

statistical test for this.
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The RD Validation Checklist

1. Plot treatment against the running variable: the first stage jump must be

visible.

2. Plot the outcome against the running variable: inspect the reduced form

jump.

3. Balance test: plot and test predetermined covariates around the cutoff; they

must not jump.

4. Density test: check the histogram of the running variable for bunching at the

cutoff. A formal version of this test is developed by McCrary (2008).

5 Extension of RDD: Regression Kink Design

5.1 From Jumps to Kinks

An interesting extension of RDD is the Regression Kink Design (RKD). Rather than

using a discontinuity in the level of treatment, we employ a kink : the jump is no longer

in the level, but in the slope. Or we say, the treatment (or treatment probability) has a

discontinuity in its first derivative with respect to the running variable, a second order

discontinuity.

5.2 The Leading Example: Unemployment Insurance

Consider the example from Card et al. (2015) and Card et al. (2017). In many coun-

tries, workers receive compensation when they are unemployed, called unemployment

insurance benefit (UI). The amount of UI depends on the wage of your last job. If your

last wage is too low, there is a minimum benefit level. There is also a maximum value

for UI: Bill Gates will not get billions once he is unemployed.
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Figure 4: The UI benefit schedule in the style of Card et al. (2017), Austria 2004, replicated
on simulated data. The daily UI benefit is flat at the minimum for low base year earnings,
rises proportionally in the middle range, and is capped at the maximum. Two kinks are
noticeable: at the minimum and at the maximum.

Figure 4 shows the simulated benefit schedule for Austria in 2004 based on Card et

al. (2017): benefits are flat at the minimum, then rise linearly with base year earnings,

then are capped at the maximum. Two kinks are noticeable, one at the minimum and

one at the maximum. At each kink the level of benefits is continuous, but the slope

changes abruptly.

A controversial issue is that overly generous UI can incentivize workers not to search

for new jobs, the classic moral hazard concern. It is therefore important to investigate

the relation between the UI benefit B and unemployment duration Y . But B is not

randomly assigned: it is a function of the last wage, which also affects job finding

directly. The kinks provide the identifying variation.

5.3 Setup

We aim to investigate the impact of unemployment benefit B on unemployment dura-

tion Y . Denote V as the wage of the last job, the running variable, and U as an error
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term capturing all unobserved heterogeneity. We have the outcome function

Y = y(B, V, U), (5)

so duration may depend on the benefit B, directly on the last wage V , and on unob-

servables U . In a sharp kink design, B is a deterministic function of V :

B = b(V ), with a slope change at V = 0,

where we normalize the kink location to V = 0 to simplify the notation. Note the con-

trast with sharp RD: there the treatment level jumps at the cutoff; here the treatment

level is continuous but its derivative jumps.

5.4 Identification Assumptions

Four assumptions deliver identification (Card et al., 2015).

Assumption 5.1 (Regularity). (i) U is bounded. (ii) y is continuous and partially

differentiable with respect to b and v, and the partial derivative yb(b, v, u) is continuous.

Assumption 5.2 (Exclusion). yv(b, v, u) is continuous around the kink v = 0: the

kink exists only for the schedule b(v), not for the direct effect of v on y.

Assumption 5.3 (Kink existence). The treatment assignment rule b(v) is known,

continuous, and has a kink at v = 0.

Assumption 5.4 (No kink for confounders). The conditional density fV |U(v) and its

partial derivative with respect to v are continuous around the kink v = 0.

Assumption 5.2 is the RKD analogue of the exclusion restriction: the last wage may

affect duration directly, but that direct effect must be smooth through the kink point,

so any slope change in outcomes at the kink is attributable to the benefit schedule.

Assumption 5.4 is the analogue of the no sorting condition: the distribution of unob-

served types must evolve smoothly through the kink, ruling out workers manipulating

their base wage to sit exactly at the kink.

5.5 The Identification Result

Proposition 5.1 (Proposition 1 in Card et al., 2015). In a valid sharp RKD, that is,

when Assumptions 5.1 to 5.4 hold: (a) P (U ≤ u | V = v) is continuously differentiable
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in v at v = 0 for all u ∈ IU , where IU is the neighborhood of the kink; (b)

E
[
yb(b0, 0, U)

∣∣V = 0
]
=

lim
v→0+

dE[Y | V = v]

dv

∣∣∣∣
V=V0

− lim
v→0−

dE[Y | V = v]

dv

∣∣∣∣
V=V0

lim
v→0+

db(v)

dv

∣∣∣∣
V=V0

− lim
v→0−

db(v)

dv

∣∣∣∣
V=V0

,

where b0 = b(0) is the benefit level at the kink.

Sharp RKD is dividing the slope change of E[Y | V ] by the slope change of b(V ). On

the contrary, RDD divides level by level. Sharp RKD identifies the average marginal

effect of the treatment, E[yb(b0, 0, U) | V = 0], for individuals at the kink: the slides

summarize this as the ATE for individuals with B = b0 and V = 0.

The intuition is as follows. A change in the slope of the treatment schedule results in a

change in the slope of the average outcome. If there is no change of slope for unobserved

confounders (Assumptions 5.2 and 5.4), then we can attribute all the slope change in

outcomes to the slope change in treatment. The ratio of the two slope changes is the

marginal effect of the treatment, just as the ratio of two level jumps is the treatment

effect in RDD.

5.6 Fuzzy RKD

What about the fuzzy case, where the schedule is not deterministic (actual benefits

deviate from the formula because of measurement error, take up decisions, or unob-

served eligibility rules)? The result is much more complicated, but with no surprising

intuition. In a fuzzy RKD, we identify a LATE-style parameter: a weighted average

of marginal effects for individuals who have UI slope changes at the kink. The larger

your own slope change at the kink, the larger weight you receive in the average. Of

course, we have to invoke a monotonicity assumption, exactly parallel to the fuzzy RD

case: the kink must shift everyone’s benefit slope in the same direction.

RDD versus RKD

• RDD: treatment level jumps at the cutoff. Estimand = outcome jump di-

vided by treatment jump. Sharp: ATT at the cutoff. Fuzzy: LATE for

compliers at the cutoff.

• RKD: treatment slope changes at the kink. Estimand = outcome slope
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change divided by treatment slope change. Sharp: average marginal effect

at the kink. Fuzzy: weighted LATE for individuals whose treatment slope

changes at the kink.

6 Application of RD: He, Wang, and Zhang (2020)

In the end of this chapter, we introduce an application of the RD method, He et al.

(2020), published in the Quarterly Journal of Economics. The paper estimates the

effect of environmental regulation on firm productivity in China, and the basic idea is

very interesting.

Research question and design. How much does environmental regulation cost in

terms of firm productivity? To improve surface water quality, the Chinese central gov-

ernment installed several hundred state controlled water quality monitoring stations

along major rivers, and used the water quality readings to evaluate local government

officials for promotion. The key institutional detail is physical: a monitoring station

only captures emissions from its upstream regions. Water flows one way, so a polluting

firm just upstream of a station affects the reading, while an identical firm just down-

stream does not. Local government officials, whose careers depend on the readings, are

therefore incentivized to enforce tighter environmental standards on firms immediately

upstream of a monitoring station rather than those immediately downstream. This

gives a natural RDD setting: the running variable is the firm’s position along the river

relative to the station, the cutoff is the station itself, and crossing from downstream

to upstream discontinuously raises regulatory stringency. It is a spatial regression dis-

continuity, with the same logic as the exam score design but with geography as the

running variable.

Main results. Using novel firm level geocoded emission and production data, the

authors find that immediate upstream polluters have more than 24 percent lower total

factor productivity (TFP) and more than 57 percent lower chemical oxygen demand

(COD) emissions than their immediate downstream counterparts. The TFP disconti-

nuity does not exist in nonpolluting industries, which face no differential regulation; it

only emerged after 2003, when the government explicitly linked water quality readings

to political promotion; and it is predominantly driven by prefectural cities with career

driven leaders. These placebo and heterogeneity patterns tie the discontinuity to the
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regulation channel rather than to endogenous location choices of stations or firms.

Interpretation. Combining the TFP and emission estimates, a back of the envelope

calculation indicates that China’s water regulation efforts between 2000 and 2007 were

associated with an economic cost of more than 800 billion Chinese yuan. Beyond the

cost accounting, the paper documents a general political economy lesson: when the

center rewards local officials on a measurable proxy (readings at monitoring stations)

rather than the true objective (water quality), enforcement gets distorted toward what

is measured, generating large spatial inequities in regulatory burden. For our purposes,

the paper is a model of how to find a credible discontinuity inside an institution and

how to defend it with placebo tests.

7 Conclusion

When you have a discontinuity in treatment, you can use RDD. The chapter’s concep-

tual map is compact:

• Sharp RDD is matching. It uses samples around the cutoff, and it identifies

the ATT for individuals around the cutoff.

• Fuzzy RDD is IV. It uses the cutoff indicator as an instrument, and it identifies

the LATE for compliers around the cutoff.

• When you have a discontinuity in the treatment slope, you can use RKD, which

identifies the corresponding ATT and LATE style parameters in sharp and fuzzy

settings, respectively.

Practical Tips for RD in Applied Work

In practice, remember the following tips:

1. Do not use high order polynomials as smoothing functions (Gelman and

Imbens, 2019).

2. A common way is to use local linear regression around the cutoff.

3. Use packages in Stata (such as rdrobust) to obtain the optimal bandwidth

and bias corrected inference (Calonico et al., 2014; Imbens and Kalyanara-

man, 2012).

4. Implement balance tests both visually and statistically to validate your as-

sumptions, and check the density of the running variable for bunching.

20



A Homework Problems

1. Deriving Theorem 1 in HTV (2001).

Consider the setup of Section 4: yi = αi + xiβi with a constant treatment effect

βi = β, a running variable zi with cutoff z0, and Assumptions 4.1 and 4.2 in force.

(a) Write E[yi | zi = z] in terms of E[αi | zi = z] and E[xi | zi = z], and take

limits from above and below z0 to express y+ and y−.

(b) Use Assumption 4.2 to show that the α terms cancel, and conclude that

β =
y+ − y−

x+ − x− .

(c) Show that in the sharp design the formula reduces to β = y+ − y−, and

explain in one sentence why no first stage estimation is needed there.

(d) Where exactly did you use part (ii) of Assumption 4.1? What goes wrong

with the formula if it fails?

2. A1 versus A2.

Answer in words; do not use math.

(a) Explain the difference between Assumption A1 and Assumption A2 in HTV

(2001): what kind of systematic difference around the cutoff does each one

rule out?

(b) Give one concrete violation example for each assumption, in the setting of

a university admission cutoff.

(c) Why is the no sorting condition behind Theorem 4.2 considered particularly

strong in a fuzzy design? Connect your answer to the Roy model.

(d) Which of the two assumptions can be indirectly checked with a density test

of the running variable, and why?

3. A Sharp RKD Computation.

An unemployment insurance system pays a daily benefit equal to 80 percent of

the previous daily wage, up to a cap: every worker whose previous wage exceeds

the cap threshold receives the same maximum benefit. Normalize the running
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variable V to be the previous wage minus the cap threshold, so the kink is at

V = 0. The benefit schedule is

b(V ) =

b0 + 0.8V, V < 0,

b0, V ≥ 0.

Using administrative data, you estimate the slope of expected unemployment

duration in the previous wage on each side of the kink:

lim
v→0−

dE[Y | V = v]

dv
= 1.5, lim

v→0+

dE[Y | V = v]

dv
= 0.3,

where Y is measured in days and wages in RMB.

(a) Compute the slope change of the benefit schedule and the slope change of

expected duration at the kink.

(b) Apply Proposition 5.1 to compute the sharp RKD estimand, and state its

units.

(c) Interpret the sign and magnitude of your answer in terms of the moral

hazard debate about UI generosity.

(d) Suppose you discover that the density of V has a visible kink at V = 0

(for example, employers bunch wages exactly at the cap threshold). Which

assumption fails, and why does your number in (b) lose its causal interpre-

tation?
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Practice Example: Sharp and Fuzzy RD in a Simu-

lation

In this practice example we simulate a sharp and a fuzzy RD dataset, estimate the

treatment effect with local linear regression built by hand, implement the fuzzy design

as 2SLS, and run the full validation checklist of Section 4.5.

Data generating process, sharp design. We simulate n = 5000 individuals with

a running variable xi ∼ Uniform(−1, 1) and cutoff x0 = 0. Treatment is deterministic,

Di = 1(xi ≥ 0). The outcome is

Yi = 1 + 1.5 xi + 0.8 x2
i + 2Di + ϵi, ϵi ∼ N (0, 0.52),

so the true treatment effect at the cutoff is ρ = 2 and the conditional mean has

mild curvature. A predetermined covariate wi = 0.5xi + νi with νi ∼ N (0, 1) is also

generated; it depends on the running variable smoothly but does not jump at the cutoff,

so it should pass the balance test.

Data generating process, fuzzy design. Same running variable, but treatment is

stochastic:

P (Di = 1 | xi) =

0.2 + 0.2 xi, xi < 0,

0.7 + 0.2 xi, xi ≥ 0,

so the first stage jump at the cutoff is 0.5. The outcome is Yi = 1 + 1.5xi + 2Di + ϵi

with the same error distribution, and the true effect is again 2. Treatment take up is

independent of ϵi given xi, so the local independence condition of Theorem 4.2 holds

by construction.

Analysis steps. The do-file (src/chapter 10/ch10 rd.do) performs:

1. Simulate the sharp dataset and save it; produce a binned scatter of Y against x

to visualize the jump.

2. Estimate the sharp design by global polynomials of increasing order, and observe

how the estimate moves with the polynomial degree, illustrating the sensitivity

criticized by Gelman and Imbens (2019).

3. Estimate the sharp design by local linear regression, interacting the centered

running variable with the treatment side, for bandwidths h = 0.50, 0.25, 0.10;
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compare the estimates with the truth ρ = 2.

4. Run the balance test: local linear regression of the predetermined covariate w at

the cutoff; verify there is no jump.

5. Run the density check: compare the number of observations in narrow bins on

each side of the cutoff.

6. Simulate the fuzzy dataset and save it; verify the first stage jump of about 0.5 in

the treatment probability.

7. Estimate the fuzzy design by 2SLS with ivregress, instrumenting Di with the

cutoff indicator Ti = 1(xi ≥ 0) and controlling for the running variable on both

sides, within a bandwidth; compare with the naive OLS of Y on D, which is

contaminated by selection on the running variable.

8. Key lessons summary.

Key lessons.

• The RD estimate is a local object: only observations near the cutoff carry infor-

mation, and the bandwidth governs the bias variance tradeoff directly.

• Global high order polynomial fits are unstable in the polynomial degree, while

local linear estimates are stable across reasonable bandwidths.

• The fuzzy design is exactly IV: the reduced form jump divided by the first stage

jump, and ivregress with the cutoff indicator as the instrument reproduces this

ratio.

• Balance and density checks are cheap and should be reported in any RD applica-

tion.

The do-file is located at src/chapter 10/ch10 rd.do and the simulated datasets at

data/chapter 10/.

24



References

Angrist, Joshua D. and Jörn-Steffen Pischke. 2009. Mostly Harmless Econometrics: An

Empiricist’s Companion. Princeton University Press.

Calonico, Sebastian, Matias D. Cattaneo, and Rocio Titiunik. 2014. “Robust Non-

parametric Confidence Intervals for Regression-Discontinuity Designs.” Economet-

rica, 82(6): 2295–2326.

Card, David, David S. Lee, Zhuan Pei, and Andrea Weber. 2015. “Inference on Causal

Effects in a Generalized Regression Kink Design.” Econometrica, 83(6): 2453–2483.

Card, David, David S. Lee, Zhuan Pei, and Andrea Weber. 2017. “Regression Kink

Design: Theory and Practice.” In Regression Discontinuity Designs: Theory and

Applications (Advances in Econometrics, Vol. 38), Emerald Publishing, 341–382.

Gelman, Andrew and Guido Imbens. 2019. “Why High-Order Polynomials Should Not

Be Used in Regression Discontinuity Designs.” Journal of Business & Economic

Statistics, 37(3): 447–456.

Hahn, Jinyong, Petra Todd, and Wilbert Van der Klaauw. 2001. “Identification and

Estimation of Treatment Effects with a Regression-Discontinuity Design.” Econo-

metrica, 69(1): 201–209.

He, Guojun, Shaoda Wang, and Bing Zhang. 2020. “Watering Down Environmental

Regulation in China.” Quarterly Journal of Economics, 135(4): 2135–2185.

Imbens, Guido W. and Joshua D. Angrist. 1994. “Identification and Estimation of

Local Average Treatment Effects.” Econometrica, 62(2): 467–475.

Imbens, Guido and Karthik Kalyanaraman. 2012. “Optimal Bandwidth Choice for the

Regression Discontinuity Estimator.” Review of Economic Studies, 79(3): 933–959.

Lee, David S. 2008. “Randomized Experiments from Non-random Selection in U.S.

House Elections.” Journal of Econometrics, 142(2): 675–697.

McCrary, Justin. 2008. “Manipulation of the Running Variable in the Regression Dis-

continuity Design: A Density Test.” Journal of Econometrics, 142(2): 698–714.

25


	Introduction
	Sharp RD
	The Treatment Rule
	A Regression Model
	Choosing the Smoothing Functions
	An Example: Lee (2008) on Incumbency Advantage

	Fuzzy RD
	Discontinuity in the Treatment Probability
	Fuzzy RD as 2SLS

	Non-Parametric Identification of RD
	Setup and Notation
	Constant Treatment Effects
	Heterogeneous Treatment Effects
	Dropping No Sorting: a LATE Result
	Validating the Design in Practice

	Extension of RDD: Regression Kink Design
	From Jumps to Kinks
	The Leading Example: Unemployment Insurance
	Setup
	Identification Assumptions
	The Identification Result
	Fuzzy RKD

	Application of RD: He, Wang, and Zhang (2020)
	Conclusion
	Homework Problems
	Practice Example

